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• https://esci.id.ucsb.edu  
• Feedback is important and helpful for improving the course 
• Encourage narrative comments: 

– specific aspects of the course and instruction
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• Graph neural network  
– message passed along graph edges 
– aggregate message/embedding by FFN 
– many variants
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Recap



Sparse Coding



• Learning embeddings/features from data to 
perform well in downstream tasks 
(classification, clustering, generation) 

• Examples: 
– Sparse coding: data is a sparse linear 

combination of learned features (dictionary) 
– Auto-encoder: learning the representation to 

reconstruct original data
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Representation Learning



• Learn a dictionary of features D, such that 
each data x is a linear combination of 
these features
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Sparse Coding

 s.t.  is smallx ≈ Dh |h |0

= ✖

x D h



• To find D and h, direct objective 

 

Cannot apply gradient descent. Non-
differentiable!

min
D

1
N

N

∑
n=1

min
h(n)

1
2

∥x(n) − Dh(n)∥2
2 + λ∥h(n)∥0
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Solve Sparse Coding

Reconstruction Sparsity penalty



• Relaxation: 

 

With additional constraint that columns of D 
having norm 1 
Algorithm: iteratively solve h’s and D (using 
the SoftThreshold from L1 regularization)

min
D

1
N

N

∑
n=1

min
h(n)

1
2

∥x(n) − Dh(n)∥2
2 + λ∥h(n)∥1
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Solve Sparse Coding

Reconstruction Sparsity penalty



Auto-Encoder
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Auto-Encoder

Data (Image, Text, …)

DecoderEncoder

Representation/Feature/Embedding

Need to avoid learning an identity mapping

Learning representations so that data can be 
reconstructed from them!



• Simple instance: 
– encoder is linear projection 
– decoder is linear projection 
– weight tying 

• Other constraints: 
– Robust construction to noise, 

(Denoising Auto-Encoder) 
– Hidden representations 

conform to a distribution 
(Variational Auto-Encoder)
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Auto-Encoder

Linear ( )W1

Linear ( )W2 = WT
1

h



• Real-valued data (e.g. images): 
– MSE loss 

• Categorical data (e.g. Sentences) 
– Cross-Entropy
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Training Auto-Encoder



• If hidden representation is smaller than 
input data dimension 

• Dimensionality reduction 
• e.g. Principal Component Analysis (PCA)
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Undercomplete Representation



• If hidden representation is larger than input 
data dimension 

• Need to enforce additional constraints e.g. 
sparsity
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Overcomplete Representation



• Encoder takes a noised 
data to produce the hidden 
representation 

• Decoder need to recover 
original data from hidden 
representation 

• make the auto-encoder 
robust
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Denoising Auto-Encoder

Linear ( )W1

Linear ( )W2 = WT
1

h

Adding noise



Variational Auto-Encoder 
(VAE)



• Hidden 
representations 
follow a prior 
distribution 

• Encoder will 
produce a 
distribution of 
representations 
(posterior 
distribution)
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VAE

Data (Image, Text, …)

DecoderEncoder

Representation/Feature/Embedding



• Assuming data X is generated from a latent 
variable  

• Generation process 
– draw  

– draw  , defined by a neural 
network f 

• The goal is to maximize the data log-likelihood 

  

• Hard to optimize over , if f(Z) is very complex 
such as a CNN, RNN, or Transformer. 

𝑍

𝑍~𝑁(𝜇,  Σ)
𝑋 |𝑍 ~ 𝑝(𝑓(𝑍))

log𝑝(𝑋; 𝜃) = log∫ 𝑝(𝑋 𝑍)𝑝(𝑍)𝑑𝑍

𝜃
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Graphical Model for VAE

z

x

μ, Σ



Objective: maximize the data loglikelihood 

max ℓ(θ) = ∑
n

log p(xn; θ)

= ∑
n

log∫ p(xn |zn; θ)p(zn; θ)dzn
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VAE



 

• But  is intractable.  

• For any distribution : 

 

• Derivation via Jensen’s inequality. 
• Maximizing the ELBO instead of maximizing 

max ℓ(θ) = ∑
n

log p(xn; θ)

= ∑
n

log∫ p(xn |zn; θ)p(zn; θ)dzn

log p(x; θ)

q(z |x, ϕ)

log p(x; θ) ≥ Eq(z|x;ϕ) [log
p(x, z; θ)
q(z |x; ϕ) ] = ELBO

log p(x; θ)
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VAE

 is the posterior 
distribution from encoder!

q(z |x; ϕ)



log𝑝(𝑋; 𝜃) ≥ E𝑞[log
𝑝(𝑋, 𝑍; 𝜃)
𝑞(𝑍 |𝑋; 𝜙)

]

max
θ

max
ϕ

ELBO = ∑
n

Eq [log
p(xn |zn; θ)p0(zn)

q(zn |xn; ϕ) ]
=
=
= Eq [log p(xn |zn; θ)] − KL (q(zn |xn; ϕ)∥p0(zn))
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Understanding ELBO

Reconstruction loss Regularization
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VAE

 
e.g. FFN 

or CNN 

q(z |x; θ)

= 𝒩( fenc(x)1, fenc(x)2)

Data (Image, Text, …)

DecoderEncoder

Representation/Feature/Embedding

 
e.g. FFN 

or CNN

p(x |z; θ)

Let  and  share the same parameter q(z |x; ϕ) p(x |z; θ) θ

p0(z) = 𝒩(0,I)



gradient descent(ascent for max) 

Computing gradient:

max
θ

max
ϕ

ELBO = ∑
n

Eq(zn|xn;θ) [log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ) ]
= ∑

n

Eq(zn|xn;θ) [r(θ, zn, xn)]

r(θ, zn, xn) = log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ)

∇θEq(zn|xn;θ) [r(θ, zn, xn)]
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Training VAE



Computing gradient:

r(θ, zn, xn) = log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ)

∇θEq(zn|xn;θ) [r(θ, zn, xn)]
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Gradient of ELBO



Computing gradient:

1. sample , 
then compute average of 

r(θ, zn, xn) = log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ)

∇θEq(zn|xn;θ) [r(θ, zn, xn)] = Eq(zn|xn;θ) [∇θr(θ, zn, xn)] + ∫ r(θ, zn, xn)∇θq(zn |xn; θ)dzn

zn ∼ q(zn |xn; θ) = 𝒩( f(xn)1, f(xn)2)
∇θr(θ, zn, xn)

25

Gradient of ELBO



Computing gradient:

2. rewrite as 

then sample  
compute average of 

Problem — high variance

r(θ, zn, xn) = log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ)

∇θEq(zn|xn;θ) [r(θ, zn, xn)] = Eq(zn|xn;θ) [∇θr(θ, zn, xn)] + ∫ r(θ, zn, xn)∇θq(zn |xn; θ)dzn

∫ r(θ, zn, xn)∇θq(zn |xn; θ)dzn
= Eq(zn|xn;θ) [r(θ, zn, xn)∇θlog q(zn |xn; θ)]

zn ∼ q(zn |xn; θ) = 𝒩( f(xn)1, f(xn)2)
r(θ, zn, xn)∇θq(zn |xn; θ)
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Gradient of ELBO



 
Treating , standard Gaussian 
distribution, then 

 

where  

Taking gradient does not depend on the 
distribution 

q(zn |xn; θ) = 𝒩( f(xn)1, f(xn)2) = 𝒩(μθ(xn), Σθ(xn))
ϵ ∼ N(0,1)

Eq(zn|xn;θ) [r(θ, zn, xn)] = Eϵ∼N(0,1) [r(θ, zn, xn)]
zn = Σ

1
2
θ(xn)ϵ + μθ(xn)
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Reparameterization Trick



 

where  

∇θEq(zn|xn;θ) [log
p(xn |zn; θ)p0(zn)

q(zn |xn; θ) ]
= ∇θEq(zn|xn;θ) [log p(xn |zn; θ)] − KL (q(zn |xn; ϕ)∥p0(zn))
= ∇θEϵ∼N(0,1) [log p(xn |zn; θ)] − KL (𝒩(μθ(xn), Σθ(xn))∥𝒩(0,1))
= ∇θEϵ∼N(0,1) [log p(xn |zn; θ)] −

1
2 (μθ(xn)T μθ(xn) + tr(Σθ)(xn) − M − logDet(Σθ(xn)))

= Eϵ∼N(0,1) [∇θlog p(xn |zn; θ)] − ∇θ
1
2 (μθ(xn)T μθ(xn) + tr(Σθ)(xn) − M − logDet(Σθ(xn)))

zn = Σ
1
2
θ(xn)ϵ + μθ(xn)
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Reparameterization Trick



For each data point x_n, current parameter  
Step 1: sample  
Step 2: using encoder forward to compute  

Step 3:  
Step 4: using decoder forward to compute  
Step 5: define 

 , then 
using back-propagation to compute gradient for  

θ
ϵ ∼ N(0,1)

μ, Σ = fenc(xn; θ)
z(θ) = Σ 1

2ϵ + μ
p(xn |z(θ); θ)

err = log p(xn |zn; θ) − β ⋅ KL (q(z |xn; θ)∥p0(z))
θ
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Compute Gradient using 
Reparameterization Trick

1
2 (μθ(xn)T μθ(xn) + tr(Σθ)(xn) − M − logDet(Σθ(xn)))



• Reparameterization trick
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Training VAE

Tutorial on Variational Autoencoders 
(Doersch Carl, 2016)



Sentence VAE



• Key challenge: Interpolation in continuous 
space should yield reasonable sentences
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Generating Sentence from Continuous 
vectors

i want to talk to you

she didn’t want to be 
with him

？



Given a latent variable z, a sequence of text 
tokens  can be 
generated with RNN (or LSTM, transformer), 
CRNN model:  

𝑥 = (𝑥1, 𝑥2, …, 𝑥𝑡)

𝑝(𝑥 |𝑧; 𝜃) = ∏
𝑡

𝑝(𝑥_𝑡 |𝑥<𝑡, 𝑧; 𝜃)

𝑝(𝑥𝑡 𝑥<𝑡, 𝑧; 𝜃) = softmax(𝑊 ⋅ h𝑡) 
h𝑡 = 𝑅𝑁𝑁(h𝑡−1, [𝑥𝑡−1,  𝑧], 𝜃)
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Conditional Sequence Generation



Decoding: 
 

generate x from 
Transformer(z) or 
LSTM(z) 

Encoding: 
 

𝑧~𝑁(0,𝐼)

𝑞(𝑧 𝑥) = 𝑁(𝜇, 𝜎2)
𝜇 = 𝑊1 ⋅ h𝑡,  𝜎2 = exp𝑊2 ⋅ h𝑡

ht = Transformer(x; θ)
34

VAE for Sentence Generation

Enco

<BOS y1 y2

y y2 y3

Encoder Decoder

Enco EncoEnco

Enco Enco EncoEnco

Tok Tok Tok Tok 

Deco Deco Deco

Deco Deco Deco

Deco Deco Deco

Softm Softm Softm

A cat sits on a mat

0 1 32

+ + + +

A cat sits on a mat
Avg 



• KL term in ELBO collapses to zero and 
latent variable encodes little information. 

• Solution: KL annealing & word dropout
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Training VAE: Posterior Collapse
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Examples on Sentence Interpolation



• Controllable sentence generation with both 
continuous and discrete labels
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Variants

Toward Controlled Generation of Text, (Hu et. al. ICML 2017)
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Generating with Varying Semantic 
Label

Toward Controlled Generation of Text, (Hu et. al. ICML 2017)



• Interpretable Deep Latent Representation from 
Raw Text 
– Learning Exponential Family Mixture VAE [ICML 

20] 
• Disentangled Representation Learning for Text 

Generation 
– Data to Generation: VTM [ICLR 20b] 
– Learning syntax-semantic representation [ACL 19c] 

• One model to acquire 4 language skills 
– Mirror Generative NMT [ICLR 20a]
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Deep Latent Variable Models for Text
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Learning Interpretable Latent 
Representation

“Remind me about 
the football game.” 

[action=remind] 
“Will it be overcast 

tomorrow?” 
[action=request] 

…… x0 x1 x2

x1 x2 x3
GENERATOR Sampling

Generate Sentences with 
interpretable factors

Latent structure 
dialog actions



41

How to Interpret Latent Variables in 
VAEs? 

Remind me about my 
meeting.

: 
continuou

s latent 
variables

z

Will it be humid in New York today? 

Variational Auto-encoder (VAE) 

z xinterpretable

structure

difficult to 
interpret 

discrete factors

(Kingma & Welling, 2013) 
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VAEs Introduce Latent Variables

: discrete 
latent 

variables

c

Variational Auto-encoder (VAE) 

c xinterpretable 
structure

expressiveness 
is limited.

Remind me about my 
meeting. Remind me about the 

football game. 

(Zhao et al, 2018b) 
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Discrete Variables Could Enhance 
Interpretability - but one has to do it right!

Gaussian Mixture Variational Auto-
encoder (GM-VAE) 

interpretable 
structure z xc

: discrete 
component
c

: continuous 
latent variable
z Remind me 

about the 
football game. 

Will it be overcast 
tomorrow? 

How to fix it?

mode-
collapse

Why?

(Dilokthanakul et al., 2016; Jiang et al., 2017)  
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Do it right for VAE w/ hierarchical priors -  
Dispersed Exponential-family Mixture VAE

Exponential-family Mixture VAE


Dispersed EM-VAE 

L(θ; x) = ELBO + β ⋅ Ld,

Ld = 𝔼qϕ(c|x)A(ηc) − A(𝔼qϕ(c|x)ηc) .
dispersion term

DEM-VAE [W. Shi, H. Zhou, N. Miao, Lei Li, ICML 2020] 

z xc

adding dispersion term in training 
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Generation Quality and Interpretability 

ac
tio

n

0

0.06

0.12

0.18

0.24

action emotion

DI-VAE semi-VAE
semi-VAE + Lmi GM-VAE
GM-VAE + Lmi DGM-VAE
DGM-VAE + Lmi

0

2

4

6

8

BLEU

DI-VAE semi-VAE
semi-VAE + Lmi GM-VAE
GM-VAE + Lmi DGM-VAE
DGM-VAE + Lmi

Homogeneity with golden label in DD BLEU of reconstruction in DD

Best interpretability Best reconstruction

DGM-VAE obtains the best performance in 
interpretability and reconstruction

DEM-VAE [W. Shi, H. Zhou, N. Miao, Lei Li, ICML 2020] 



46

Latent Variables Learned by DEM-VAE 
are Semantically Meaningful

 Inferred action=Inform-route/address 
“There is a Safeway 4 miles away.” 
“There are no hospitals within 2 miles.” 
“There is Jing Jing and PF Changs.” 
…

Inferred action =Request-weather 
“What is the weather today?” 
“What is the weather like in the city?” 
“What's the weather forecast in New 
York?” 
…

Example actions and corresponding 
utterances (classified by )qϕ(c |x)

 Utterances of the same actions could be assigned 
with the same discrete latent variable .c

DEM-VAE [W. Shi, H. Zhou, N. Miao, Lei Li, ICML 2020] 
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Generate Sensible Dialog Response 
with DEM-VAE

Predict 
User: “Thank you car, let's go there!” 

Predict 
User: “What is the address?”

(action = thanks) (action = request-address) 

sampling different values of discrete latent variables

Input Context 
Sys: “Taking you to Chevron.”

 Responses with different actions are generated by 
sampling different values of discrete latent variables.

DEM-VAE [W. Shi, H. Zhou, N. Miao, Lei Li, ICML 2020] 



• Auto-Encoder: learning representation by 
reconstruction 

• Variational Auto-Encoder: put prior on 
latent representation and use variational 
method to train
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Summary



• Generative Adversarial Network
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Next Up


